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Abstract

Email spoofing is a critical technique used in phishing attacks
to impersonate a trusted sender. SMTP smuggling is a new
vulnerability that allows adversaries to perform email spoof-
ing while bypassing existing authentication protocols such as
SPF and DMARC. While SMTP smuggling has been publicly
disclosed since 2023, its impact has not been comprehensively
evaluated and the effectiveness of the community’s mitiga-
tion strategies is yet unknown. In this paper, we present an
in-depth study of SMTP smuggling vulnerabilities, supported
by empirical measurements of public email services, open-
source email software, and email security gateways. More
importantly, for the first time, we explored how to perform
measurements on private email services ethically, with new
methodologies combining user studies, a DKIM side channel,
and a non-intrusive testing method. Collectively, we found
that 19 public email services, 1,577 private email services,
five open-source email software, and one email gateway were
still vulnerable to SMTP smuggling (and/or our new vari-
ants). In addition, our results showed that the centralization
of email infrastructures (e.g., shared SFP records, commonly
used email software/gateways) has amplified the impact of
SMTP smuggling. Adversaries can spoof highly reputable do-
mains through free-to-register email accounts while bypassing
sender authentication. We provided suggestions on short-term
and long-term solutions to mitigate this threat. To further aid
email administrators, we developed an online service to help
self-diagnosis of SMTP smuggling vulnerabilities.

1 Introduction

Email services are still the cornerstone of communication
for individuals and organizations today [5]. With billions of
emails sent daily, ensuring the security and integrity of email
systems is paramount. The Simple Mail Transfer Protocol
(SMTP) [23] is the foundation of email transmission and has

Corresponding authors:{jianjun, duanhx}@tsinghua.edu.cn.

undergone numerous enhancements to address security con-
cerns. SMTP extensions such as SPF (Sender Policy Frame-
work) [22], DKIM (DomainKeys Identified Mail) [9], and
DMARC (Domain-based Message Authentication, Reporting
& Conformance) [24] have been developed to bolster email
security and mitigate threats such as phishing [16, 33] and
spoofing [19, 50, 52].

Despite these advancements, vulnerabilities continue to sur-
face, exposing email systems to new attacks [7,27,44]. One
such emerging threat is “SMTP Smuggling”, a sophisticated
email spoofing technique proposed by researchers from SEC
Consult in December 2023 [30]. SMTP smuggling is exe-
cuted by embedding SMTP commands within the email bodly,
allowing attackers to send multiple emails in a single SMTP
session and spoof trusted entities without being detected. This
attack exploits the inconsistencies in the processing of the
end-of-data indicator of SMTP DATA command between the
sending and receiving Mail Transfer Agent (MTA) servers.

The implications of SMTP smuggling are profound. It al-
lows attackers to perform email spoofing while bypassing
existing authentication mechanisms (SPF and DMARC). This
enables attackers to impersonate any sender within the same
domain (e.g., the CEQO’s account within a company) to send
spoofing/phishing emails. The risk amplifies if the vulnerable
sending service is an email service provider, allowing attack-
ers to impersonate all clients of this service. Importantly, since
SPF relies on IPs for sender authentication, and many clients
incorporate the provider’s SPF record into their own [54],
spoofed emails (sent from the provider’s IP) can pass both
SPF and DMARC verification (see details in Section 2.3).

Research Questions.  This paper is motivated by two re-
search questions. First, we suspect the impact of SMTP smug-
gling has been underestimated. More specifically, the risk
of SMTP smuggling may have been amplified by the shared
email infrastructures, which is the hypothesis to be verified.
Second, SMTP smuggling attacks have been publicly dis-
closed for more than eight months. We seek to understand how
involved parties, including email services and open-source
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Action required: Your account will be suspended! ©

~ Sender [admin<admin@youtube.com>] Add Address = Block reception

Recipient victim<victim@daum.net> Add Address

Did you really receive an email from Youtube.com? n YUUTUI]E

Received-SPF: pass (mx.daum.net: domain of admin@youtube.com designates]
209.85.215.176_as permitted sender

X-Hanmail-Peer-IP: 209.85.215.176

X-Hanmail-Env-From: admin@youtube.com

X-Hanmail-Class: W

X-Kakaomail-MID: Cj38cQAAHJOAAAGRI/ASHAAZA14=
X-Hermes-Message-Id: s76MjeNA01816319049

Message-Id: <202408062245.s76MjeNA01816319049@dmail-rmail-pgvm45>
From: admin@youtube.com

To: victim@daum.net

Subject: Action required: Your account will be suspended!

Date: Tue, 06 Aug 2024 21:45:35 -0000

Figure 1: Spoofing Email Sent via SMTP Smuggling: The
attacker registers a free Gmail account and uses it to send
a spoofing email, impersonating admin@youtube .com. The
spoofing email passed SPF and DMARC authentication.

email software projects, have responded to this vulnerability
since its disclosure. As the formation of SMTP smuggling
itself is an intricate issue that involves multiple parties, how to
correctly mitigate the issue is worth studying and measuring.

Our Study. We made key contributions to understanding
and mitigating SMTP smuggling vulnerabilities. First, we
conducted a comprehensive measurement across a broad spec-
trum of email infrastructures, including public email services,
open-source email software, and security gateways. By explor-
ing both known and new variants of SMTP smuggling tactics,
we performed testing on 22 public email services, five open-
source email software packages, and two commercial email
gateways. Our extensive experimentation revealed that (1)
18 public email providers (e.g., Gmail, Outlook, Yahoo) and
five email software packages (e.g., Postfix) were still vulnera-
ble on the sending side, and (2) eight public email providers
(e.g., Sina, Sohu, Yandex), two email software packages (i.e.,
Haraka, Axigen) and one email gateway (i.e., TrendMicro)
were still vulnerable on the receiving side.

Second, for the first time, we explored how to ethically per-
form measurements on private email services and proposed
a new set of methodologies. By combining user studies (i.e.,
recruiting users to help with testing) with a DKIM verification
side-channel and a non-intrusive testing method (automated
testing without user cooperation), we performed SMTP smug-
gling tests over a large number of private email systems. This
allowed us to assess the vulnerability while minimizing the
disruption to existing services (IRB-approved; detailed eth-
ical consideration is in Section 9). Our user study revealed
that 23 out of 48 university email systems were vulnerable,
and the non-intrusive test showed that 1,577 of the Tranco
Top 10,000 domains [25] were susceptible to the attack.

Third, we analyzed how the shared email infrastruc-

tures had amplified the impact of SMTP smuggling. First,
we observed that the shared SPF infrastructures had en-
abled attackers to spoof well-known domains through
free/public email services. For example, we found that attack-
ers could spoof admin@youtube.com or admin@zoom.us
through a free Gmail account (similarly, they could spoof
admin@microsoft.com through a free Outlook account). A
proof-of-concept example is shown in Figure 1. In addition,
through SMTP banner analysis, we showed that the vulnera-
ble domains were highly associated with a small set of widely
used email infrastructures. This included popular email soft-
ware (e.g., Postfix) and security gateways (e.g., Proofpoint).
These insights underscored the urgent need for improved secu-
rity practices and updates of these core email infrastructures
to mitigate the threat.

Responsible Disclosure.  We have sent vulnerability reports
to all vulnerable domains identified in the non-intrusive test.
In addition, we reached out to all other affected parties, in-
cluding public email services, university email services, email
software developers, and email gateway services. A detailed
discussion is presented in Section 6.4.

Contributions. We made the following contributions:

« Experiment; We conducted a comprehensive measure-
ment of SMTP smuggling over a wide range of email
infrastructures, including public email services, open-
source email software, and email gateways.

Methodology: We proposed new measurement method-
ologies to test private email systems, including a user
study, a DKIM verification side-channel, and a non-
intrusive test method.

Results: Our results showed that 19 public email services
(combining sending and receiving sides), 1,577 private
email services, five open-source email software, and one
email gateway were still vulnerable to SMTP smuggling.

Insights: Our results revealed that the centralization of
email services magnified SMTP smuggling attacks. At-
tackers could spoof well-known domains by exploiting
SMTP smuggling and the shared SPF infrastructure.

2 Background

2.1 Simple Mail Transfer Protocol

Simple Mail Transfer Protocol (SMTP) [23] is the fundamen-
tal email transfer protocol for today’s email systems. Mail
Transfer Agents (MTAS) are entities that use SMTP to trans-
port emails (i.e., servers). Mail User Agents (MUAS) are the
origins and final consumers of email messages (i.e., clients).
SMTP operates under plain-text commands, using Carriage
Return and Line Feed (<CR><LF> or “\r\n”)! as the des-

1<CR> and <LF> are also represented as \r and \n. If not otherwise
stated, we use \r and \n for the rest of the paper for consistency.
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ignated line delimiter. Figure 5 (in the Appendix) shows a
typical SMTP conversation. It begins with the sending MTA
issuing the “EHLO” command. To send an email, the sender
then sends an SMTP envelope with “MAIL FROM:”, “RCPT
TO:” and at last, “DATA” which starts transmission of the email
body [41]. At the end of data transmission, the sender trans-
mits <CR><LF>.<CR><LF> (i.e., “\r\n.\r\n”) as the end-
of-data indicator. After that, the sender can choose to send the
next SMTP envelope or send “QUIT” to end the conversation.

Pipelining. Command pipelining is an SMTP service exten-
sion widely adopted by email services in the real world [14].
With command pipelining, SMTP senders can send multi-
ple commands in batch, eliminating the need to wait for
status code replies. Servers that support pipelining include
“PIPELINING” in the 250 status code when replying to the
client’s EHLO command.

2.2 Email Authentication Mechanisms

SMTP [23] lacks built-in authentication features, making it
vulnerable to sender spoofing attacks. As countermeasures,
multiple email security extensions were introduced in the past
two decades, including SPF, DKIM, and DMARC.

SPF.  Sender Policy Framework (SPF) [22] authenticates
sender domains based on IP addresses, using the DNS infras-
tructure. First, sender domain administrators can publish a
set of IP addresses that are allowed to act as senders for their
domain. Then, upon receiving connections from the sender,
the receiving MTA can check whether the sending MTA’s IP
address is permitted to send emails under the domain they
claimed in EHLO and MAIL FROM.

DKIM. DomainKeys Identified Mail (DKIM) [9] crypto-
graphically signs email messages using public-key cryptogra-
phy, with a public key hosted in the DNS. DKIM signatures
are sent in email messages as a header, which signs a selected
list of header fields as well as part of the message body. The
DKIM signature headers also contain fields that lead to the
DNS record where the sender’s public key is hosted. The
MTA or MUA that verifies the signature would first look
up the DNS record for the public key and then perform the
cryptographic verification.

DMARC. Domain-based Message Authentication, Report-
ing and Conformance (DMARC) [24] is built on top of SPF
and DKIM, allowing domains to publish policies on how
recipients should handle authentication failures and report
results back to senders. DMARC also verifies domain align-
ments between the domain name in the “From:” field of the
email header and the domain name in the DKIM/SPF au-
thentication results (i.e., the “MAIL FROM”). This ensures the
user-visible sender address in “From:” is consistent with the
authenticated one. For DMARC to pass, it requires two things
to be true: (1) DKIM or SPF passes the authentication, and
(2) the authenticated domain aligns with the From: domain.

MAIL FROM:<alice@a.com>
RCPT TO:<bob@b.com>

MAIL FROM:<alice@a.com>
RCPT TO:<bob@b.com>

From:<alice@a.com>
To:<bob@b.com>
Subject: Normal email

Normal Email Content...

From:<alice@a.com>
To:<bob@b.com>
Subject: Normal email

Normal Email Content...

(N \n.\n O
‘I —MAIL FROM:<admin@a.com> (Lo])
RCPT TO:<bob@b.com> A
Attacker AT @ MAIL FROM:<admin@a.com> Victim
From:<admin@a.com> RCPT TO:<bob@b.com>
To:<bob@b.com> From:<admin@a.com>
Subject: Smuggling email To:<bob@b.com>
Subject: Smuggling email.
Malicious Content...
\r\n.\r\n Malicious Content...
=]
=l
Sending Receiving ﬁ
M mTA sMTP DK via . T

Figure 2: SMTP Smuggling Attack Example: The attacker
(alice@a.com) spoofs a trusted sender (admin@a.com) to
send an email to the victim (bob@b.com). This is done by
embedding the second (attack) email within the first (legit)
email’s body and placing a malicious end-of-data indicator
\n.\n at the beginning of the second email.

2.3 SMTP Smuggling Attack

The above security extensions, if configured correctly, can
detect email sender spoofing attacks. However, researchers
recently discovered SMTP smuggling, which can circumvent
anti-spoofing mechanisms. SMTP smuggling was introduced
by researchers of SEC Consult in December 2023 [30]. This
attack exploits the inconsistent processing of SMTP com-
mands between the sending and receiving MTA servers. The
key idea is to embed SMTP commands into the body of an
email, tricking the receiving MTA into misinterpreting the
data (email body) as code (SMTP command). This allows
the attacker to send two emails within a single SMTP ses-
sion, “smuggling” a malicious email (i.e., the second email)
to perform spoofing.

SMTP smuggling exploits the “end-of-data” indicator in
the STMP DATA command. The RFC documents [23] man-
date that the end-of-data indicator should be in the form of
“\r\n.\r\n”. However, historical differences in operating
systems and email server implementations have led to varia-
tions in line break handling. Some email systems accept other
formats (e.g., \n.\n) for compatibility, creating an opportu-
nity for SMTP smuggling attacks.

An Attack Example. We use Figure 2 to explain how it
works. In this example, the attacker (alice@a.com) sends
an email to the victim (bob@b.com). In the email body, the
attacker embeds malicious content (in plain text), which is
highlighted in red. Note that the first line of the malicious con-
tent is \n.\n. When the receiving MTA receives the message,
for compatibility reasons mentioned above, it may accept
\n_\n as a legitimate end-of-data indicator. As a result, the
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receiving MTA is led to believe that the first email ends here.
More importantly, it continues to read the rest of the content
as the SMTP command for sending a second email, due to
the SMTP pipeline mechanism. As a result, the original email
is split into two emails. The first email (green) is sent legit-
imately, but the second email (red) can be used to conduct
malicious attacks.

Why is This a Serious Threat? Using the smuggled email
(the second email), the attacker can perform email spoofing
while bypassing existing anti-spoofing protocols including
both SPF and DMARC. As shown in Figure 2, the receiving
server would view the smuggled email as if it was legitimately
sent by a.com and will use its IP address for SPF authenti-
cation. This allows the attacker to spoof any account under
a.com (e.g., admin@a.com) to send emails to the victim. The
smuggled email will bypass SPF because the attacker is using
an allowed IP of a.com for sending. It can bypass DMARC as
well because DMARC is marked “pass” if (1) SPF is passed
and (2) the authenticated domain name is aligned with that in
the From: email header (both are a.com in this case). This is
a mandatory workflow defined by the RFC standard [24] (nhot
a configurable policy of email servers).

The implication is profound. For example, for an enter-
prise organization (e.g., apple.com), any contractors/interns
can send emails using their CEO/CFQO’s sender address to
anyone within/outside of the organization, without being de-
tected by anti-spoofing protocols. For email providers, e.g.,
gmai l.com, attackers can spoof any user’s Gmail account.
In addition to spoofing an arbirary account under the same
domain name, the original sender and the spoofed address
can be under different domain names too. More specifically,
as many different domains/organizations have shared SPF in-
frastructures [54] (e.g., the same IP is allowed to send emails
on behalf of gmail.com, youtube.com, and a wide range of
organizations that use Gmail’s mailing service), attackers thus
can spoof email addresses of another connected organization
(see Section 3.3 for more detailed analyses).

The original vulnerability report [30] showed examples of
attack payload (e.g., line break indicators that can be misinter-
preted) without performing extensive tests on its variants. The
testing scope is limited to a small set of public email services.
More importantly, after the individual disclosure in 2023, it is
unclear what actions email providers have taken to mitigate
this threat and whether these mitigation strategies are effec-
tive. In the rest of the paper, we fill these gaps with extensive
measurements of both public and private email services and
also explore the sources of the vulnerabilities by analyzing
the SPF infrastructures, email gateways, and email software.

3 Public Email Service Experiments

To evaluate the impact of SMTP smuggling attacks, we first
conducted experiments against public email services.

ID Payload | ID  Payload

A1 \n.\n Ag  \n\x00.\n
Ao \n.\r Ag  \n\x00.\r
Az \r.\n Ag \r\x00_-\n
Az \r.\r A1 \r\x00.\r
As  \n.\r\n A2 \n\x00.\r\n
As  \r.\r\n A1z \r\x00.\r\n
A7 \r\n\x00.\r\n

Table 1: SMTP Smuggling Payload List.
3.1 Experiment Methodology

Attack Requirements. A successful SMTP smuggling
attack requires that (1) the receiving MTA misinterprets the
end-of-data indicator and splits the email into two messages,
and (2) the sending MTA ignores the specially crafted end-of-
data indicators placed in the email body by the attacker. Thus,
our SMTP smuggling test also includes two parts: a receiving
MTA test and a sending MTA test.

Receiving MTA Test.  The goal is to analyze how the
receiver MTA handles end-of-data indicators other than
“\r\n.\r\n”, and whether the receiver MTA will be misled
to split the original email into two separate emails.

Receiving MTA tests require (1) a self-built sending MTA,
configured with SPF, DKIM, and DMARC correctly; (2) an
account of the target receiving email service. We use our
sending MTA to send test emails to the target recipient. We
can check the results using the MUA of the target receiving
service. If our email has been interpreted as two emails, the
target receiving service is considered vulnerable.

Sending MTA Test. The goal is to test whether sending
MTA “ignore” the inserted end-of-data indicators in the email
body or if they have implemented any defenses. Sending
MTA tests require (1) a fully controlled MUA, which can
send emails containing testing payload to the sending MTA,;
(2) a self-hosted receiving MTA, which is used to capture the
original data sent by the sending MTA,; (3) an account of the
target sending email services, which allows us to connect to
the sending MTA and send emails.

The test process contains the following steps: (1) We use
our custom MUA, written in Python, to connect to the sending
MTA. (2) After the sending MTA has verified the account
identity, we will send emails containing the identified payload
to the target sending MTA, specifying the target recipient
as an email address of our self-hosted email server. (3) We
will monitor and capture the traffic sent to port 25 of the self-
hosted receiving MTA. (4) We will conduct an analysis of
the received traffic data to determine whether the sending
MTA has made any changes to the payload we constructed.
If the sending MTA transmits the original email data without
filtering or modification, it is considered vulnerable.

Attack Payload Selection. Payload selection is a crucial
step in testing for SMTP smuggling vulnerabilities. While
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Email Service A1 Ay A3 As As As Ar Ag Ay A A A Agg
gg.com 7 7 7 71 71 7

163.com " " 7 7 7 7 7 7 7
sina.com 3* 7 7 7 3 7 7 7 7 7 7 7 7
sohu.com 3 3 7 7 3 7 7 7 7 7 7 7 7
aliyun.com 7 7 7 7 7 7 7 7 7 7 7 7 7
tom.com 7 7 7 7 7 7 7 7 7 7 7 7 7
139.com 7 7 7 7 7 7 7 7 7 7 7 7 7
gmail.com 7 7 7 7 7 7 7 7 7 7 7 7 7
yahoo.com 7 7 7 7 7 7 7 7 7 7 7 7 7
zoho.com 7 7 7 7 7 7 7 7 7 7 7 7 7
aol.com 7 7 7 7 7 7 7 7 7 7 7 7 7
yandex.ru 3 7 7 7 3 7 7 7 7 7 7 7 7
mail.ru 7 7 7 7 7 7 i " . i " h
outlook.com 7 7 7 7 7 7

icloud.com 7 7 7 7 7 7 7 7 7 7 7 7 7
runbox.com 7 7 7 7 7 7 7 7 7 7 7 7 7
fastmail.com 7 7 7 3 7 3 3 7 7 7 3 7 3
cock.li 3 3 7 7 3 7 7 7 7 7 7 7 7
daum.net 3 7 7 7 3 7 3 3 7 7 7 3 7
rambler.ru 3 " 7 7 3 7 7 7 7 7 7 7 7
naver.com 7 7 7 7 7 7 7 7 7 7 7 7 7
freemail.hu 3 3 7 7 3 7 7 7 7 7 7 7 7

3: Vulnerable. 7: Not Vulnerable. 7: Rejected. **: Truncated.
*: Sina will only display the smuggled email and drop the first legitimate email.

Table 2: Receiving MTAs: Testing Results of 22 Public Email Services. The attack payloads A;—A;3 are presented in Table 1.

the original technical report provided some example pay-
loads [30], it lacked a comprehensive assessment. To address
this gap, we expanded our testing by fuzzing the most popular
open-source email software (e.g., Postfix, Sendmail, Exim)
locally within a sandbox environment. Our character fuzzing
tests covered a broad range of characters, including all ASCII
and extended ASCII characters (\x00-\xfT) and most Uni-
code characters using UTF-8 encoding (\u0O000-\uFFFF).
By analyzing how these email software processed various in-
puts, we identified 13 payloads that effectively exploit SMTP
smuggling vulnerabilities. Notably, payloads Ag—A3 are new
and were not mentioned in the original vulnerability report.
Our expanded set of payloads offers a more comprehensive
foundation for testing SMTP smuggling vulnerabilities.

To ensure our emails can be delivered to the target services,
we have extra considerations, as detailed in Appendix A.

3.2 Testing Public Email Services

Public email services were selected as the primary targets for
our experiment due to their wide use and critical role in the
global communication infrastructure. We selected 22 email
services that offer free use with open registration based on
previous work [44]. These 22 mail services collectively pro-
vide email services to more than 1 billion users. Additionally,
some of these services also offer email services for other
domains, and thus their security is important to measure.

Ethics. We are mindful of the ethical implications of our
tests and have taken great care to avoid negatively impacting
the services/users. Our test is highly controlled: we only send
emails to researcher-owned email accounts. In addition, all
the spoofed accounts and domains are also owned/controlled
by the researchers. For a given test, we only sent 13 emails
per service, at a rate of one email every 30 seconds. The full
ethical discussion is in Section 9.1.

Receiving MTA Test Results. Table 2 presents the result
of the receiving side. The results indicated that 8 of 22 public
email services were vulnerable to SMTP smuggling.

Vulnerable services include popular email providers such
as Sina, Sohu, and Yandex. Among these vulnerable email
services, Sina dropped the first legitimate email and only
displayed the smuggled email, which could be a useful feature
for attackers. Fastmail had set a strict policy on bare “\n” and
rejected some ambiguous emails, but it was still vulnerable to
other payloads without bare “\n” like “\r.\r”. Most services
such as Gmail, Yahoo, Outlook, and iCloud were found not
vulnerable on the receiving side. Additionally, some services,
such as 163.com and Mail.ru, truncated the smuggled emails,
displaying only the first part of the email (before the payload)
in the user interface (denoted by a scissor symbol in Table 2).

Sending MTA Test Results.  Table 3 presents the result
of the sending side. The results indicated that 18 out of 20
public email services were vulnerable to SMTP smuggling
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Email Service A1 Ay A3 Ay As A A7 Ag Ag Ap A A A
gg.com m m M M m m

163.com o 3 8 3 3 & S )
sina.com o m m m o m 3 3 3 3 3 3 3
sohu.com o o 3 3 o 3 3 3 3 3 3 3 3
aliyun.com m m 3 3 m 3 3 3 3 3 3 3 3
tom.com O o m m o m P P P P P P P
139.com - - - - - - - - - - - - -
gmail.com m m m m m m 3 3 3 3 8 8 3
yahoo.com m m m m o m 3 3 3 3 3 3 3
zoho.com m m m m m m S 3 3 & 3 3 3
aol.com m m m m o m 3 3 3 3 3 3 3
yandex.ru o P m m o m 3 3 3 3 3 3 3
mail.ru P P P mMm P P 3 P P P 3 P 3
outlook.com 7 7 7 3 7 3 3 7 7 7 3 7 7
icloud.com P P P P P P 3 3 P P P 3 P
runbox.com P P P m P m 3 P P P 3 P 3
fastmail.com o o 3 3 o 3 P P P
cock.li o o P P o P 3 3 3 P P 3 P
daum.net m m 3 3 " 3 3 3 3 3 3 3 3
rambler.ru o o P P o P 3 3 3 P P 3 P
naver.com m m 3 3 m 3 3 3 3 3 3 3 3
freemail.hu - - - - - - - - - - - - -

3: Vulnerable. Email services send out the original email data with the payload we inserted without filtering.
: Vulnerable. Fastmail will send multiple emails after processing.
7: Rejected. m: Dot Stuffing. ©: Sender Checking. P: String Filtering. **: Truncated. -: SMTP Service Not Available.

Table 3: Sending MTAs: Testing Results of 22 Public Email Services. The attack payloads A;—A;3 are presented in Table 1.

on the sending side?. The vulnerable MTAs failed to filter
smuggled payloads, allowing malicious emails to be sent
without alteration. Among the tested MTAs, 13 email services
employed dot stuffing, which adds one extra period at the be-
ginning of lines that start with a period (i.e. altering “\n.\n”
to “\n. .\n"). These services are denoted by a circle in Ta-
ble 3. Although dot stuffing was initially designed to prevent
confusion with legitimate lines in the message body, it can
also serve as a potential mitigation technique against SMTP
smuggling. We will discuss dot stuffing as a mitigation tech-
nique in Section 6. Certain services like Mail.ru and iCloud
implemented string filtering (denoted by a star), adding extra
space characters before or after bare “\n” and “\r”. Nine
email services interpreted our email as two emails during the
sending phase, which triggered a sender checking (denoted
by a square) on the second email to prevent spoofing.

While many services perform string filtering and dot stuff-
ing on outgoing emails, these methods are not foolproof, lead-
ing to vulnerabilities in some instances. We found these meth-
ods often fail to filter the \x00 character, including Gmail and
Yahoo (\x00 is part of the payload of A7—A13). It is mainly
because they treat \x00 as a string terminator (common for
email servers programmed by C). Notably, Fastmail exhib-
ited more severe issues, where emails were split into multiple
parts before sending (denoted by an orange checkmark). This

2139.com and freemail.hu were excluded from sending MTA tests since
they did not have available SMTP services.

is beyond typical smuggling and would allow attackers to set
different sender and recipient addresses for each email. This
means Fastmail can be exploited as an email relay for spam
or email bombing attacks.

Collectively, 19 out of the 22 public email services were
either vulnerable on the sending side or on the receiving side
(or both). Considering that a successful attack requires both
the sending and receiving MTAs to be vulnerable, we ana-
lyzed the combinations of sending and receiving services to
assess the attack potential. By combining Tables 2 and 3, we
identified 36 exploitable pairs out of the 440 (20 22) possible
sending-receiving combinations. Furthermore, considering
these public email services provide email services for thou-
sands of domains, the vulnerabilities on the sending side not
only affect the providers themselves but can also extend to
the domains they serve.

3.3 Impact of Shared SPF Infrastructure

SMTP smuggling allows attackers to forge emails from dif-
ferent accounts within the same domain. The threat becomes
even more severe when combined with shared SPF infrastruc-
ture. A previous study [54] has highlighted the prevalence
of shared SPF infrastructure in today’s email ecosystem. Or-
ganizations often share SPF records to simplify email con-
figuration and maintenance, allowing them to delegate email
handling to a third-party provider without needing to man-
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Email Service ~ Shared” | Email Service ~Shared”
outlook.com 81,718 | runbox.com 35
gmail.com 63,225 | aol.com 18
yandex.ru 4,838 | sina.com 7
zoho.com 4,074 | 163.com 6
gg.com 1,713 | naver.com 5
mail.ru 999 | sohu.com 1
fastmail.com 768 | aliyun.com 1
daum.net 87 | tom.com 1
yahoo.com 62 | cock.li 1
icloud.com 47 | rambler.ru 1

* : Share column indicates the number of Tranco Top 1 Million domains
that are within the shared SPF infrastructure of these public email services.

Table 4: Shared SPF Infrastructure for Public Email Services.

age SPF settings themselves. This practice, while convenient,
significantly increases the risk of email spoofing.

In a shared SPF infrastructure, multiple domains may in-
clude the same email provider’s SPF records in their own SPF
records, sharing the same set of authorized IP addresses. Con-
sequently, any IP address within this shared set is permitted to
send emails on behalf of all the domains using that infrastruc-
ture. For example, domains like youtube.com, twitter.com, and
zoom.us all include Google’s SPF record, which allows any
IP address within Google’s authorized range to send emails
on behalf of these domains.

The shared SPF infrastructure significantly amplifies the
risks associated with SMTP smuggling, allowing attackers to
compromise all domains within the shared SPF infrastructure,
thereby undermining the security guarantees that SPF is sup-
posed to provide. Here, we describe a threat model for this
threat. We assume: (1) The attacker has an email account with
a domain (e.g., a.com). (2) The attacker recognizes this email
service is vulnerable to SMTP smuggling on the sending side.
(3) Both a.com and another trusted domain (e.g., b.com) use
the same shared SPF infrastructure. The attacker can exploit
this situation by performing an SMTP smuggling attack from
one domain (e.g., attacker@a.com) within the shared infras-
tructure, making the malicious emails appear as if they origi-
nate from another trusted domain (e.g., admin@b.com). For
large email providers, this is particularly dangerous because
it allows attackers to impersonate numerous highly trusted
domains, increasing the likelihood of successful phishing.

Spoofable Domains.  To assess the impact of this threat
model, we analyzed the SPF infrastructure used by these pub-
lic email services. First, we recursively measured the SPF
records of 20 public email services (139.com and freemail.hu
were excluded due to unavailable SMTP services). We col-
lected the public email services’ SPF records as well as all
other domains indirectly involved through the “include” and
“redirect” mechanisms. These domains collectively form the
shared SPF infrastructure of these public email services. Sec-
ond, we expanded our measurement to the SPF records of

Outlook \ Gmail
Rank Domain | Rank  Domain
3 microsoft.com 1 google.com
15 instagram.com 8 youtube.com
19 live.com 13 twitter.com
28 bing.com 14 cloudflare.com
31 microsoftonline.com 36 fastly.net
44 github.com 37 netflix.com
46 sharepoint.com 38 googlesyndication.com
53 skype.com 41 googleusercontent.com
56 digicert.com 43 youtu.be
61 msn.com 48 pinterest.com

Table 5: Top 10 Domains within the Shared SPF Infrastructure
of Outlook and Gmail.

the Tranco Top 1 Million domains [25]. By parsing the “in-
clude” and “redirect” mechanisms within these SPF records,
we mapped out the SPF dependencies between them. This
allowed us to identify which domains rely on the shared SPF
infrastructure of public email services. Combining these anal-
yses, we counted the number of domains encompassed within
the shared SPF infrastructure of public email services.

The results are presented in Table 4. Outlook and Gmail
are among the top with the highest number of shared domains
(81,718 and 63,225, respectively). These numbers should be
viewed as a lower bound on the actual situation since our anal-
ysis cannot count for certain SPF-sharing scenarios. For exam-
ple, some email services, such as aliyun.com, use different do-
main names for their business email services, separating them
from their free email service’s SPF records. However, their
clients still share the same SPF infrastructure. This means a
free email service account can still spoof their business email
domains.

Case Study. Different email services have inconsistent
strategies for handling SMTP smuggling payloads, making it
possible to launch email spoofing attacks. For instance, Gmail
treated the \r'\n\x00\r\n payload as normal text when send-
ing emails. However, Daum.net recognized \r\n\x00\r\n as
the end indicator of DATA command. Thus, attackers can uti-
lize Gmail as the sending MTA and choose any email account
of Daum.net as the target victim.

Note that all domains that rely on the same shared SPF
infrastructure are susceptible to exploitation. This means at-
tackers, with a free Gmail account, can spoof any domain
that uses Google’s mail service—at least 63,225 domains
within the Tranco Top 1 Million domains. To demonstrate
this, we performed a proof-of-concept experiment by send-
ing emails to our own Daum.net account. We can suc-
cessfully spoof the identity of admin@youtube.com and
send an email to victim@daum.net, as shown in Figure 1.
The spoofed email passed both SPF and DMARC verifi-
cation without triggering any alerts. There are other at-
tack cases shown in Figure 8 in the Appendix where we
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spoofed admin@microsoft.com, admin@openai.com, and
admin@github.com. We also listed the top 10 domains
within the shared SPF infrastructure of two leading email
providers, Gmail and Outlook in Table 5, which included
many high-profile targets such as Microsoft, Google, Twitter,
Netflix, Pinterest, Skype, and Instagram.

4  Private Email Service Experiments

In this section, we extend our experiments to private email
services and present novel measurement methodologies for
ethical and non-intrusive tests. Previous research on email
spoofing attacks [7,18,44] has been primarily focused on pub-
lic email services because they allow researchers to register
their own accounts for controlled testing without affecting
other users. However, this method cannot be used to obtain in-
sights into private email systems. In this section, we combine
user studies, DKIM side channels, and a non-intrusive test
method to perform our experiment. Our test will be focused
on receiving MTAs since the receiving end holds a higher
responsibility to interpret the end-of-data indicator correctly.

4.1 User Study

We start with a user study where we recruit users who own
an account of a private email service to help with the testing.
There are two purposes. First, we seek to understand whether
these private email services are vulnerable to SMTP smug-
gling. Second, we use this opportunity to collect “ground
truth” data to explore non-intrusive and scalable methods to
test a broader range of private emails (for Section 4.2).

We recruited participants from 48 universities who owned
institutional email accounts and provided consent for us to
send testing emails. After receiving the testing emails, users
then reported the results back, using an online questionnaire.

Ethics.  Our user study has been reviewed and approved
by the Institutional Review Board (IRB). No personally iden-
tifiable information (PII) was collected except for email ad-
dresses (only used for testing). Formal consent was obtained
from participants before any emails were sent. We explain
our full ethical considerations in Section 9.2.

User Study Process and Questionnaire. We hosted the
user study online via Qualtrics [39]. Participants began by
reading a consent form (which contained detailed information
about our study). After providing consent, participants were
asked to input their organizational email address. We then
sent 13 testing emails to the provided email address, each
containing a different variant of the SMTP smuggling payload
listed in Table 1. Participants were instructed to wait about 5
minutes while our sending service dispatched all test emails.

Figure 6 (Appendix) shows the participants’ view of their
inbox during the experiment. If the email service was vulner-
able to a specific payload, the corresponding testing email

s=b_com 1 first;

b_com 1 first.
domainkey.a.com?

3

b_com_1_second._
domainkey.a.com?

s=b_com_1_second

Figure 3: The Workflow of DKIM Verification Side Channel.

would be split into two, with the second smuggled email ti-
tled “Successful! Please report it to us.” If their email service
was not vulnerable to this payload, there would be only one
email with the subject “Normal; Please Ignore.” Participants
reported the results back to us by answering a multiple-choice
question on the questionnaire. They were asked to select the
subject lines (and the email IDs) they saw in the inboxes that
indicated attack success. In this way, we can identify which
testing email (and attack payload) has reached the receivers.

DKIM Verification Side Channel. The above method re-
lies on users to manually report the testing results back to
researchers. There are two drawbacks: (1) it requires user
cooperation and is difficult to scale; (2) user-reported results
may contain errors due to potential misunderstanding of the
question or misreading the email subjects. For these consider-
ations, we took this user study as an opportunity to experiment
with a side channel to determine attack success attacks with-
out user involvement.

The idea is to use DKIM verification as a side channel to
distinguish whether a testing email has been split into two
emails due to SMTP smuggling. Figure 3 shows the workflow.
91 We host an authoritative DNS server for DKIM verifica-
tion. In this example, we host a subdomain of a.com (_do-
mainkey.a.com) and set up wildcard resolution of TXT records
for any subdomains. = We add two DKIM signatures to the
test email before sending it out. The first DKIM signature
covers the entire email, and the second signature covers the
smuggled part. As highlighted in Figure 3, we set different
selectors 3 to differentiate between the two DKIM signatures.

3DKIM selector is used to distinguish between multiple keys published
in a single domain’s DNS records.
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These two DKIM signatures are both valid signatures, which
help the email pass through email authentication and reach
users’ inboxes regardless of the server’s vulnerability status.
- When the email is received, if the target email MTA is
vulnerable, it will split the email into two separate emails and
query the DKIM records for both DKIM signatures. If the
target email MTA is not vulnerable, then it will only query the
DKIM record for the first DKIM signature. These queries are
logged by our DNS server. ,, The receiving MTA validates
incoming emails and transmits them to the MUA.

As shown in Figure 3, we use the DKIM domain selector to
encode the testing email’s ID and target MTA domain name.
For example, b_com_1_second represents test email #1 sent
to the target MTA b.com. By analyzing the logs of our DNS
server, we can distinguish whether the target MTA (b.com)
has requested the second signature, and thereby tell whether
it is vulnerable to SMTP smuggling (with a specific payload).

This side channel, if verified reliable, can eliminate the
need for receiver cooperation in SMTP smuggling tests. A
precondition is the target email services would perform DKIM
verification for received emails. Recent measurements show
that DKIM is widely adopted [55] and this precondition is
met by most of the major email services.

User Study Results.  We recruited participants from 48
universities in five countries, with 40 located in the U.S. and
the rest in the U.K., Germany, China, and Australia. Due to the
space limit, we present the detailed testing results in Table 10
in the Appendix. Out of the 48 private email services tested,
we identified SMTP smuggling vulnerabilities in 23 services.
Most of them are vulnerable to more than one type of attack
payload. Among different types of payload, A; (\n.\n) and
As (\n.\r\n) are the most impactful. This is consistent with
the observation in public email services. Notably, one email
service (U;) was vulnerable to all the payloads tested.

We also cross-compared the user-reported results with the
DKIM side channel results (all tested email services supported
DKIM verification). We found that the DKIM side channel’s
result matched the user reports 100%, confirming its effec-
tiveness. This side channel is useful for implementing SMTP
smuggling vulnerability tests without the receiver’s cooper-
ation, and can automatically generate vulnerability reports.
We later used it to implement a self-diagnosis tool for our
responsible disclosure. We recognized the potential bias in
our user study due to the focus on university email services
and tested more private email systems in the next section.

4.2 Large-scale Non-intrusive Test

Although the DKIM side channel can automatically detect
vulnerable SMTP servers without receiver cooperation, it still
requires delivering testing emails into the receivers’ inboxes.
If most email services being tested are not vulnerable, send-
ing emails to their inboxes would be undesirable. To perform
large-scale tests, an even less intrusive method is needed.

MAIL FROM:<alice@a.com>
250 <alice@a.com> Sender ok
RCPT TO:<bob@b.com>
250 <bob@b.com> Recipient ok
DATA DATA
354 Enter mail, end with "." on a line

MAIL FROM:<alice@a.com>
250 <alice@a.com> Sender ok
RCPT TO:<bob@b.com>
250 <bob@b.com> Recipient ok

354 Enter mail, end with "." on a line
From:<alice@a.com>
To:<bob@b.com> To:<bob@b.com>

Subject: SMTP Smuggling Vulnerability Subject: SMTP Smuggling Vulnerability
Report Report

From:<alice@a.com>

Vulnerability Report Content... Vulnerability Report Content...
\n:\n \n\n

MAIL FROM:<admin@a.com>\n MAIL FROM:<admin@a.com>\n
RCPT TO:<bob@b.com>\n RCPT TO:<bob@b.com>\n

DATA\n DATA\n
250 Message accepted for deliver
250 <admin@a.com> Sender ok
--- End the SMTP session after 10s --- 250 <bob@b.com> Recipient ok
354 Enter mail, end with "." on a line
quit
221 Bye
=] = = =
—— B B ——8
] ] ] ]
Sending SMTP 'g Receiving Sending SMmTP _g Receiving
MTA MTA MTA MTA

(a) If NOT vulnerable: it automati- (b) If vulnerable: it automatically
cally terminates the SMTP session sends a vulnerability report to their
earlier without sending any email. ~ admin account.

Figure 4: Examples of the Non-intrusive Test.

Here, our idea is to combine vulnerability test with vulnerabil-
ity notification in a single SMTP session: it delivers an email
(in the form of a vulnerability report) to the email administra-
tor’s inbox only if their server is vulnerable; otherwise, the
receiver will not receive any emails.

Testing Method.  Figure 4 demonstrates this idea. We
design an email that includes a carefully crafted payload.
In this example, the special payload is highlighted in red:
\n.\n is the attack payload to trigger SMTP smuggling in
the email data, and then we append MAIL FROM, RCPT TO,
DATA commands after this payload. Note that the red payload
ends with “\n” instead of the actual end-of-data indicator
“\r\n.\r\n”, which is on purpose (explained later). The main
body of the email (i.e., the blue text) is a vulnerability report
message where we explain what SMTP smuggling vulnera-
bility is, and how it can be used for spoofing. We also explain
that we have found their email service vulnerable to SMTP
Smuggling and invite them to perform further self-diagnosis.

Given a target private email service, we send this email to
their administrator account (or other email accounts reserved
for security reporting). As shown in Figure 4(a), when the tar-
get email server is not vulnerable, it will not interpret “\n.\n”
as the end-of-data indicator of the SMTP DATA command.
Since the receiving MTA never sees an actual end-of-data
indicator “\r\n_\r\n”, it will assume the email data has not
been fully transmitted and will continue waiting for the end
indicator. If our sending service does not receive any reply
within ten seconds, we will proactively end the SMTP session.
In this case, the email receiver will not receive any email. In
other words, if the target email server has no identified vul-
nerability, no email will be sent, and we can completely avoid
disrupting the administrator account.

USENIX Association

34th USENIX Security Symposium 731



If the target email service is vulnerable, Figure 4(b) shows
the subsequent interactions. The email server will interpret
*“\n.\n” as the end-of-data indicator, treat it as the end of the
first email, and start to process the commands for the second
email (i.e., the red commands inserted after \n.\n). If the
server correctly responds to the second DATA command with
a 354 status code, it indicates this server is vulnerable. At this
point, we send QUIT to terminate the SMTP session to avoid
sending the second email. However, the first email (which
contains the vulnerability report) has already been sent to the
administrator account. In other words, if the email server is
vulnerable, a vulnerability report is automatically sent to the
administrator’s account to notify them.

Attack Payload Selection. To balance the need for thor-
ough testing and ethical considerations (e.g., to avoid spam-
ming the receiver accounts), we limited the large-scale testing
to using a single attack payload. We selected A; (\n.\n)
because it is the most effective in our tests on public and pri-
vate email services thus far. This allows us to identify more
vulnerable private email services without spamming email ad-
ministrators (who receive a single vulnerability report email
only if their server is vulnerable). Recall that in our vulnera-
bility report, we included a link to our online service where
email administrators can conduct more detailed self-tests to
determine whether their service is affected by other payloads.

Ground-truth Validation.  Compared with the method
in Section 4.1 (user study, DKIM side channel), this non-
intrusive test further avoids sending smuggled emails to the
inboxes. We first want to verify this non-intrusive method
can correctly detect vulnerable services. To do so, we run the
non-intrusive test on the email services involved in our user
study. Then, we use the user study results as the “ground truth”
to cross-compare with the results of non-intrusive tests. We
find the two sets of results are perfectly consistent, indicating
the reliability of this method.

Ethics. The above discussion covers most of our ethical
considerations. Note that we included our contact information
including our email and our website URL in every vulnerabil-
ity report such that email admins can ask follow-up questions.
Extended discussion of ethics is presented in Section 9.2.

Results. We conducted a non-intrusive test for the Tranco
top 10,000 domains [25]. To avoid any disruption to regular
users, we selected five email addresses (security@, abuse@,
postmaster@, support@, and info@), which are commonly
associated with administrative functions according to RFC
2142 [8] and Stock et al. [46].

To begin, we first checked each domain for the presence
of an MX record. Among the top 10,000 domains, 2,503
domains did not have an MX record, indicating that they did
not accept emails. For the remaining 7,497 domains with valid
MX records, we attempted to send emails to each of the five
addresses listed above. By analyzing the SMTP session log,
we identified which administrative accounts are reachable.

Account | Security Abuse Postmaster Support Info | Total
Domains\ 3,583 5,046 5,189 4,056 3,795]|6,917

Table 6: Common Administrative Email Account Names.

Rank Domain Infrastructure
5 amazonaws.com Amazon
10 akamai.net Proofpoint
12 akamaiedge.net Proofpoint
14 cloudflare.com Postfix
15 instagram.com Proofpoint
25 akadns.net Proofpoint
27 amazon.com Amazon
30 wikipedia.org Postfix
39 wordpress.org Postfix
67 yandex.net Yandex

Table 7: Top 10 Domains Influenced by SMTP Smuggling
Identified by Non-Intrusive Tests.

As shown in Table 6, 6,917 domains had at least one address
configured and accepting emails.

In total, out of 6,917 domains tested, 5,280 are deemed not
vulnerable since they did not react to the inserted payload.
Their SMTP sessions were terminated earlier to avoid sending
emails to administrators. For the remaining 1,637 domains,
they all recognized \n.\n as the end-of-data indicator. How-
ever, 60 of them did not react to our following commands
normally (i.e., the second DATA command for smuggling).
There are two common reasons. First, some domains rejected
our second emails due to the greylisting mechanism (for spam
control). It is difficult to determine whether they are vulner-
able to SMTP smuggling. Second, some domains disabled
the pipeline mechanisms, which prevented sending multiple
emails in one SMTP session. To this end, we excluded these
60 domains and determined that the remaining 1,577 domains
were vulnerable to SMTP smuggling. These domains’ admin-
istrators also received our vulnerability report emails.

Among the 1,577 vulnerable domains, 20 domains are
ranked within the top 100 domains on the Tranco list [25]
(198 are ranked within the top 1,000 domains). This finding
underscores the widespread risk across a range of high-profile
websites and organizations. Table 7 lists the top 10 domains
that we identified as being affected by SMTP smuggling.

5 Exploring the Sources of the Vulnerability

Given the widespread vulnerability, it is crucial to investigate
where these vulnerabilities originate and why they remain
unaddressed. This section seeks to explore the underlying
causes of SMTP smuggling vulnerabilities across different
email infrastructures.

SMTP Banner Analysis. We first conducted an SMTP ban-
ner analysis to identify the underlying infrastructures used by
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Test | Type | Name | Version | Ay Ay A3 Ay As A A7 Ag Ag A An Ap  Agg
Postfix 3.9.0 7 7 7 7 7 7 7 7 7 7
Sendmail 8.18.1 7 7 7 7 7 7 7 7 7 7 7 7 7
Receivin Software Exim 497.1 7 7 7 7 7 7 7 7 7 7 7 7 7
MTA Tesgt Haraka 303 |3 7 7 7 3 7 7 7 7 7 71 7 7
Axigen 10.5.25 S 7 7 7 7 7 7 7 7 7 7 7 7
Gatewa TrendMicro - 3 3 7 7 3 7 P P P P P P P
Y Sophos - P P P P P P P P P P P P P
Postfix 3.9.0 P P P 3 3 3 P P 3 P
Sendmail 8.18.1 7 7 7 7 7 7 3 7 7 7 7 7 7
Sendin Software Exim 497.1 P P m m P m 3 P P P 3 P 3
MTA Tegst Haraka 3.0.3 3 3 3 3 3 3 3 3 3 3 3
Axigen 10.5.25 3 3 3 3 3 3 3 3 3 3 3 3 3

Gatewa TrendMicro - P m m m

Y Sophos - P m m m

3: Vulnerable. For sending MTA tests, it means email services send out the original email data with the payload we inserted without filtering.
: Vulnerable. Email servers will send multiple emails after processing. 7: Rejected. 7: Not Vulnerable. m: Dot Stuffing. P: String Filtering. " *: Truncated.
*: Axigen will only show the smuggled email and drop the first email. Haraka will only send the smuggled email out.

Table 8: Testing Results of Open-source Email Software and Email Gateways.

Infrastructure Type # Vul Domain
Proofpoint Gateway 512
Postfix Software 316
Cisco Gateway 77
Yandex Service 70
Sendmail Software 36
Exim Software 32
Amazon Service 29
Bytedance Service 10
Netease Service 8
Forcepoint Gateway 7

Table 9: The Top 10 Vulnerable Email Infrastructures.

vulnerable services. The SMTP banner often contains infor-
mation about the email server software (and its version) and/or
the gateways used by a given domain. We collected SMTP
banners from all the vulnerable email services identified in our
non-intrusive tests, and extracted the second-level domains
and keywords. By manually aggregating the results based
on prior knowledge, (e.g., gpphosted.com and pphosted.com
both belong to Proofpoint), we identified a distinct fingerprint
for each infrastructure. This allowed us to pinpoint shared in-
frastructures susceptible to SMTP smuggling. Subsequently,
we matched the vulnerable email services to our identified
fingerprints, allowing us to assess the extent to which these
infrastructures were being utilized by vulnerable domains.
The SMTP banner analysis revealed three main types of
email infrastructures: Email Software, Email Security Gate-
ways, and Email Services. Table 9 highlights the top 10 infras-
tructures associated with the highest number of vulnerable
domains. Although email gateways are typically deployed to
protect email systems, we found that their widespread usage
(e.g., Proofpoint) has inadvertently contributed to the spread

of SMTP smuggling vulnerabilities. Open-source email soft-
ware such as Postfix, which was linked to 316 vulnerable
domains, also played a critical role. Popular email services
such as Yandex also contributed to the issue. These findings
demonstrate that the most commonly used infrastructures
not only fail to mitigate SMTP smuggling vulnerabilities but
amplify their impact. To gain deeper insights into the vulner-
abilities in open-source email software and email gateways,
we further tested instances that were accessible to us.

Open-source Email Software.  Open-source email soft-
ware is a cornerstone of many organizations’ email services.
We selected five widely used open-source email software
(based on [56]) for our testing: Postfix [36], Exim [12], Send-
mail [43], Haraka [15], and Axigen [3]. Although some of
these software developers have claimed that they addressed
SMTP smuggling, we tested their latest versions to verify
whether the issues have been fully resolved.

As shown in Table 8, on the receiving side, Postfix, Send-
mail, and Exim mitigated SMTP smuggling vulnerabilities.
However, Haraka and Axigen were still vulnerable to certain
payloads. On the sending side, all tested software packages
were still susceptible. In particular, Haraka and Axigen lacked
filtering for all 13 payloads we tested.

Moreover, considering that many email services in use to-
day are based on historical versions of these open-source
email servers, we extended our testing to include older ver-
sions of the three most popular email software: Postfix, Send-
mail, and Exim. The results, shown in Table 11 (Appendix),
indicated that these vulnerabilities were widespread in earlier
versions (e.g., Postfix before version 3.9.0, Sendmail before
version 8.18.1, and Exim before version 4.97.1). Given that
email services may not update their software frequently, the
threat can remain pervasive.
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Additionally, we analyzed the source code of the vulner-
able software and discovered that these email programs in-
tentionally support “\n” as a line terminator. According to
an explanation by the Postfix project maintainer [51], this
issue was originally introduced by Sendmail decades ago, and
both Postfix and Exim chose to support it in order to maintain
compatibility with Sendmail.

Email Security Gateway. Email services used email se-
curity gateways to protect against email-borne threats [40].
These gateways filter and inspect incoming and outgoing
emails, acting as the primary barrier against malicious activi-
ties such as phishing, spam, and malware attacks. Here, we ex-
amine how email security gateways handle SMTP smuggling
attacks. We selected 15 email security gateways referenced
in prior research [40], and attempted to obtain test accounts
by registering on their official websites and sending request
emails. Only two, TrendMicro [31] and Sophos [45] provided
us with a test account. Most of these gateways primarily cater
to business clients, and due to budget constraints, we were
unable to test them directly.

Both TrendMicro and Sophos offer cloud-based filtering
services. To evaluate these gateways, we set up our own email
services, pointed our domain’s MX record to the email gate-
ways, and configured them to forward emails to our service.
The results of these tests are presented in Table 8. Our findings
revealed that TrendMicro is vulnerable to A; and As attacks
on the receiving side but is not vulnerable on the sending side.
Sophos demonstrated no vulnerability.

Additionally, based on our previous SMTP banner analysis,
we inferred gateways from Proofpoint, Cisco, and Forcepoint
were likely susceptible. The rationale is their association with
vulnerable domains is strong. For example, for Proofpoint,
there were 561 domains in our testing set using Proofpoint,
and 512 (91.1%) were found vulnerable*. The vulnerable rates
for Cisco and Forcepoint are 81.1% and 100% respectively.

It is important to emphasize that our findings are restricted
to email spoofing vulnerabilities (instead of the overall se-
curity of these vendors). Other mechanisms implemented by
email security gateways, such as spam filters, URL/attachment
scanning, and brand impersonation detection, may provide
mitigation against real-world email threats. That being said,
we argue that the ability to systematically bypass spoofing
detection using SMTP smuggling is still a concern, which
allows attackers to impersonate high-value targets.

6 Discussion

6.1 Lessons Learned

Distinguishing data from commands. One of the root
causes of SMTP smuggling is that, as a plain-text protocol,

“4Not all services that use Proofpoint are vulnerable since it also depends
on configurations

SMTP does not distinguish data from commands. This allows
attackers to inject malicious commands into SMTP data for
exploitation. Distinguishing data from commands is a fun-
damental concept in computer security, particularly in the
context of preventing attacks such as code injection. SMTP
smuggling is one recent instance of this attack category.

The inconsistent processing logic between the sending and
receiving MTAs causes SMTP smuggling vulnerabilities.
As discussed in Section 3.2, SMTP smuggling attacks hinge
on the differing interpretations of the DATA command’s end
indicator between sending and receiving MTASs. Even if the
sender MTA behaves in full compliance with RFC standards
(i.e., only recognizing “\r\n.\r\n” as the end-of-data indica-
tor), the discrepancy in how the receiving MTA interprets the
DATA command can be manipulated by attackers to carry out
email spoofing. This demonstrates that even compliant sys-
tems (i.e., senders) can be vulnerable when their interaction
with other systems introduces unforeseen security gaps.

The shared email infrastructures have magnified SMTP
smuggling vulnerabilities.  The centralization of email
services is a double-edged sword. On the positive side, it can
reduce deployment costs and simplify the management of
email services. Large email service providers often invest
more resources into security, which can enhance the overall
security of their customers. However, this study highlights
the negative side of email service centralization, particularly
concerning SMTP smuggling.

The centralization of email services magnifies the attack’s
impact in two ways. From the sending side, shared SPF
records increase the vulnerability of IP address-based au-
thentication chains. A security issue in one email service
provider’s policy can potentially affect thousands of domains.
From the receiving side, the wide use of a small set of popular
gateways (e.g., Proofpoint [38]) and open-source email soft-
ware (e.g., Postfix [36]) amplifies the impact of smuggling
vulnerabilities across the email ecosystem.

6.2 Mitigation

Receiving Side. We start with receiving-side mitigation.

Standard End-of-Data Indicator. For receiving MTAs, a
fundamental way to eliminate SMTP smuggling vulnerabili-
ties is to use the standard end-of-data indicator (\r\n.\r\n)
for DATA command. However, this fundamental solution may
not be easy to fully realize in practice. The key challenge is
to update legacy systems to be in compliance. The hazards
of using other end indicators have been discussed explicitly
in Section 4.1.1.4 of RFC 5321 [23]:

“The custom of accepting lines ending only in <LF>, as a
concession to non-conforming behavior on the part of some
UNIX systems, has proven to cause more interoperability
problems than it solves.”

Disabling Pipeline Mechanism. A disabled pipeline mecha-
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nism can serve as a short-term mitigation against SMTP smug-
gling. With SMTP smuggling, attackers exploit the server’s
ability to process multiple email commands in a pipeline
to send a second email. By disabling pipelining, the server
processes each command sequentially, enforcing a stricter
adherence to the processing flow, thus reducing the risk of
command injection. The drawback is that disabling SMTP
command pipelining can hurt the performance (throughput)
of email communications. Note that Postfix provides this way
as a short-term workaround [51].

Sending Side.  For sending MTAs, there are several poten-
tial mitigation approaches.

Data Encoding. SMTP smuggling represents a form of
command injection attack where attackers exploit the pro-
tocol’s inability to distinguish between data and commands.
To separate data from commands, a widely used method is
data encoding, which involves transforming the SMTP body
into a different format using algorithms like Base64 [21].
By encoding email content by default, the email data is con-
verted into a format that cannot be mistaken for SMTP com-
mands. Implementing this solution only requires setting the
Content-Transfer-Encoding header to base64 and encod-
ing the email body with the corresponding algorithm. This is
fully compliant with relevant RFCs and can ensure compati-
bility with existing systems. Notably, some implementations,
such as Python’s “smtplib”, have already adopted this en-
coding by default. We recommend this method as a primary
mitigation strategy on the sending side.

Dot Stuffing and Suspicious String Filtering. In SMTP, a
single dot (*.”) on a line signals the end of an email’s content
but can also appear within the email body to cause confusion.
Dot stuffing, as outlined in RFC 5321 [23], addresses this by
adding an extra dot at the start of any line that begins with
a single dot. While this may reduce the risk of SMTP smug-
gling (for certain attack payloads), this is not a fundamental
fix. Our experiments in Section 3.2 show that not all email
services consistently enforce dot stuffing, and attackers can
bypass it using the null character (\x00), which disrupts line
recognition. Dot stuffing can be further enhanced by “suspi-
cious string filtering.” For example, email services can filter
out specific characters (e.g., bare \r, bare \n, \x00). These
mechanisms are useful short-term fixes (to block the attacks
described in our paper) but may not be a fundamental solution
compared with the data encoding method above.

Online Detection Service. We developed an online de-
tection service based on our experimental infrastructure, al-
lowing email administrators to self-diagnose whether their
services are vulnerable to SMTP smuggling attacks. This
service sends 13 emails containing the payloads (see Sec-
tion 3.2) to the specified destination email address. The URL
to the service is https://smuggling.breakspf.cloud. A
screenshot is shown in Figure 7 in the Appendix.

6.3 Limitations

Research Scope. The measurement scope of our study is
by no means exhaustive. For public email services, we pri-
oritize popular email services that has a large user base. For
private email services, we are limited to university email ser-
vices where we can recruit participating users and top-ranked
email domains using non-intrusive tests. More importantly,
the private email experiment is restricted to the receiving side.
Due to the difficulty of obtaining private email accounts for
email sending, we are unable to evaluate SMTP smuggling
on their sending side. Additionally, for email software and
gateways, our study is limited to open-source software and
free-to-register gateway services.

Biases in the User Study. For the user study, we acknowl-
edge that user self-reported data may introduce biases or in-
accuracies. To alleviate the concerns, we have cross-validated
the user self-reported data with the DKIM side-channel re-
sults. We have confirmed that all users received emails in their
organization inbox, and the reported results were consistent
with the DKIM logs. Since user experiments are not suitable
for large-scale testing, we further propose a non-intrusive
testing method (using the user study results as validation).

Other Security Protection Mechanisms. It is important
to acknowledge that security vendors often deploy additional
mechanisms, such as spam filters, malware scanning, URL
scanning, and brand impersonation detection, to identify and
mitigate email threats. While our findings have highlighted the
spoofing vulnerabilities in specific gateway implementations
and email services, these additional security mechanisms may
serve as a complementary layer of defense, reducing the prac-
tical impact of these vulnerabilities in real-world scenarios.
Future work should incorporate a deeper evaluation of these
mechanisms to better understand their efficacy in mitigating
the risks associated with SMTP smuggling.

6.4 Responsible Disclosure

We have sent vulnerability reports to all vulnerable domains
involved in the non-intrusive test. We received 1,713 re-
sponses, most of which were auto-replies. By manually ana-
lyzing these responses, we identified manual responses from
117 domains. 20 domain administrators have used our self-
diagnosis tools to perform further tests on their email ser-
vices. We also checked whether there were complaint emails
from domain administrators (via keyword search and manual
inspection), and did not find such messages. Certain email
administrators thanked our efforts and also shared their own
experiences with this vulnerability. For example, one German
organization administrator mentioned that they had noticed
this vulnerability and tried to fix the problem with the help of
their vendor. However, our test showed their email services
were still vulnerable to certain variants, and they were fixing
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these variants after our notification. Another email adminis-
trator mentioned that they were considering migrating their
email system to Gmail after receiving our report (so that they
do not need to worry about the fixes). While this may mitigate
the issue on the receiving side, our results show that Gmail
has not yet fully mitigated the sending side problem due to
the shared SPF infrastructure (we further informed them so).

In addition, we have reached out to all other parties affected
by this vulnerability based on our measurement results. Our
disclosure targets include public email services, university
email services, email software developers, and email gateway
providers. For public email services, Outlook, Gmail, Yandex,
Kakao, Fastmail, and Zoho acknowledged our report. Out-
look classified the issue as “moderate severity”, shared the
report with their product team, and is working on a fix. Gmail
marked the report as a duplicate of an existing bug already
under investigation. Yandex confirmed the vulnerability on
the receiving side and is currently evaluating the sending-side
problem. Kakao (daum.net, kakao.com) has confirmed our re-
port as a valid security issue and is coordinating with relevant
departments to implement a fix. Fastmail indicated that they
have implemented some mitigation schemes and are working
on additional measures. Zoho acknowledged the issue but
did not commit to implementing a fix. Unfortunately, Yahoo,
AOL, and Sina did not respond to or act on our report. For
university email services, 7 universities have responded to
our report. They thanked us for the information and started
investigating. However, some universities declined to respond
to vulnerability reports from external sources.

For email software developers, Postfix suggested that
features such as cleanup_replace stray cr_If and
message_strip_characters might mitigate the identified
issue by handling special stray characters like \x00 in email
bodies. The Axigen team reviewed our findings and stated
that while Axigen, by default, does not sanitize in-transit mes-
sages, it can be configured to do so using the “Body CR-LF
correction” setting under its web admin interface. This config-
uration ensures proper handling of sequences like “\n.\r\n”.
For email gateway providers, we only received a response
from Trendmicro, stating that they submitted the informa-
tion to the relevant technical team for further validation and
replication. We will continue awaiting responses from other
parties and offering our help to mitigate the problem.

7 Related Work

Email Spoofing Attacks. Email spoofing remains a critical
concern in email systems. Researchers found that despite us-
ing authentication protocols, email providers may still allow
certain spoofing emails to reach inboxes [18]. More recently,
researchers discovered new vulnerabilities that allowed spoof-
ing emails to bypass SPF, DKIM, and DMARC [7,44]. In
addition, email forwarding has also been exploited to help
with email spoofing [27,53]. Compared with the initial report

of SMTP smuggling [30], our novelty has been clarified at
the end of Section 2.3. Another closely related work is Break-
SPF [54] which measured the shared SPF infrastructure. Our
new contribution is the measurement of SMTP smuggling
with respect to existing defenses and the impact of its new
variants (especially on private email services).

The Centralization of Email Services. The shift toward
cloud email services has led to the centralization of email
infrastructure, with many domain administrators relying on
large email providers. This trend is highlighted in [28], not-
ing the move from independently hosted mail servers to a
model dominated by third-party providers. This was echoed
by the authors of BreakSPF [54] regarding the shared SPF
infrastructure. Along this trend, researchers also pointed out
the wide use of third-party email filtering services [40]. Our
work builds on these findings by demonstrating how SMTP
smuggling can be amplified by this centralization, affecting
numerous domains dependent on the shared infrastructure.

Other Related Works.  Several studies have focused on
measuring the adoption and use of email authentication proto-
cols [1,2,4,6,10,11,13,49,55]. Our research demonstrates a
method for bypassing these authentication protocols without
directly violating them. Additionally, researchers have worked
on security challenges related to end-to-end encryption in
email systems [20, 32, 34,42,47]. Concerns about email trans-
mission encryption were highlighted in recent works [35, 48].
Finally, researchers have investigated human factors, e.g., by
analyzing Gmail’s sender identity indicator and its influence
on user behavior and comprehension [29]. These are related
works but are orthogonal to our focus.

8 Conclusion

In this study, we focus on SMTP smuggling, a new vulnerabil-
ity that allows adversaries to perform email spoofing without
being detected. We conduct a comprehensive measurement
to understand its current defense and the vulnerable status
of public email services, private email services, open-source
email software, and email gateways. Notably, we propose a set
of novel measurement methodologies to test private email sys-
tems ethically. Our results collectively show that the current
defense is insufficient. In addition, the vulnerability has been
amplified through the centralization of email infrastructures
(e.9., shared SPF records) which allows adversaries to spoof
a broad range of highly reputable domains. We offer sugges-
tions on mitigating the problem and develop self-diagnosis
tools to help email administrators.

9 Ethics Considerations

We are mindful of the ethical implications of our experiments
and have taken great care to avoid negatively impacting any
online services or their users during our experiment. Our
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study has been reviewed and approved by our Institutional
Review Boards (IRB) before starting. In the following, we
provide details of our ethical considerations for each of the
major experiments. \We believe our experiments’ benefits (e.g.,
discovering vulnerable email services, informing vulnerable
parties, and obtaining new insights into defense strategies)
outweigh the risk (which is minimal).

9.1 Testing Public Email Services

For public email services, the authors registered decided ex-
perimental accounts for the tests. This made sure all testing
emails were sent to or from these accounts without affecting
other users of the target services.

To minimize any potential disruption to the target email
servers, both on the sending and receiving sides, we limit
our testing to only sending 13 emails (one for each type of
payload), at intervals of one email every 30 seconds. This de-
liberate pacing ensures that our experiments do not interfere
with the normal operations of the target services. Finally, all
the email messages used for the test do not contain any harm-
ful content (such as malicious URLSs or phishing content).

9.2 Testing Private Email Services

For the user study, we explicitly obtained participants’ in-
formed consent before sending emails to them. We also con-
trolled the total number of emails sent and the sending rate,
similar to the public email service tests. The user study was
reviewed and approved by our Institutional Review Boards
(IRB). We recruited participants from 48 universities who
have been validated to own the email account being tested
against. We did not collect or store any personally identifi-
able information (PII) other than participants’ email addresses
which were only used for the testing. After the testing, we
did not store the users’ full email addresses (and only kept
the domain name part of the address). The testing emails do
not contain any harmful content (such as malicious URLS or
phishing content). Participants can withdraw their data at any
time after completing.

For the non-intrusive test, the experiment method is de-
signed with measurement ethics as the key priority. As de-
scribed in Section 4.2, if an email service was not vulnerable,
we only established an SMTP connection once and broke the
session before sending any unsolicited email. For an email
service that was detected vulnerable, the testing email will be
sent to the administrator account (e.g., postmaster) as a vul-
nerability report to notify them about the vulnerability. This
is also part of our responsible disclosure effort. Some domain
administrators have thanked us for the vulnerability reports.

9.3 Testing Gateways and Email Software

In Section 5, we used publicly available information includ-
ing DNS records and SMTP banners to identify the use of
email software and email gateways of different email services.
Our testing method involves setting up our own email servers
to install the open-source email software and setting up the
gateway for testing. This process does not involve any users,
and thus incurs no risk. The tests were conducted within a con-
trolled environment where the authors/researchers controlled
both the sending and receiving sides.

9.4 Spoofing “Admin” Accounts

During the actual experiments (Sections 3-5), we only
spoofed accounts and domains under our own control (not
“admin” accounts). In addition, all spoofing emails were sent
to researcher-controlled accounts. Only for a few case stud-
ies in Figure 1 (Introduction) and Figure 8 (Appendix), we
performed spoofing tests on “admin” addresses for proof-of-
concept to show the realism of the attack. In these case studies,
we chose the admin account as the spoofing target because,
compared with other email addresses, admin accounts are
more difficult for attackers to compromise, making it clear
that the email is forged. This choice is also consistent with
practices in previous related studies [7, 44]. Although the
actual impact is likely minimal, we recommend using non-
existent or researcher-owned addresses as the spoofing target
for large-scale cross-domain tests. This is is to avoid affecting
the sender’s reputation of well-known services.

10 Open Science

We are fully committed to complying with the open science
policy. For our paper, we make our research artifacts (measure-
ment code®, datasets®, and the self-diagnostic tool) available
for sharing with other researchers and security industrial prac-
titioners.
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A Email Delivery Consideration

To protect users from the bulk of spam emails, the receiving
MTA will typically perform multi-level actions to authenticate
the sending MTA and ensure that the email is legitimate,
including (1) IP reputation and blocklist check, (2) reverse
DNS (rDNS [17]) lookup, (3) domain reputation, (4) email
authentication protocol verification. To ensure our testing
emails can be delivered to the destination email addresses,
we have taken the following steps. First, we ensured that the
IP address of our sending MTA was not listed in any block
list. For our experiment, we obtained a cloud server from
Linode [26]. Initially, the IP address Linode gave us was
listed in some block lists (e.g., Spamhaus [37]). We submitted
a request to Spamhaus to remove the IP address from their
list. Second, we registered a hew domain and configured a
valid rDNS record that matches the domain name. Third, we
configured authentication protocols (SPF, DKIM, DMARC)
for our domain and attached DKIM signatures to all emails
we sent.
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. L . "
220 mx.b.com ESMTP Action required: Your account will be suspended! &

EHLO mailserver.a.com ~ From [admin<admin@m\crosoft.com> ]Add Contacts | Block Add to Favorites
250-mx.b.com Hello [1.2.3.4] To victim<victim@kakao.com> Add Contacts
250-8BITMIME
250-PIPELINING
250 STARTTLS —
MAIL FROM:<alice@a.com> Did you really receive an email from Microsoft? B MICFOSO‘&
250 <alice@a.com> Sender ok
RCPT TO:<bob@b.com>

250 <bob@b.com> Recipient ok

Received-SPF: pass (kakao.com: domain of admin@microsoft.com

designates 40.92.107.39 as permitted sender)

—hanmall-Feer-. H

q 5 5 X-Hanmail-Env-From:
354 Enter mail, end with "." on a line X—Hanmail-Class: W

ceali X-Kakaomail-MID: Cj36WgAAVzgAAAGRK9ur1QALIOUE=
From:<alice@a.com> X-Hermes-Message-Id: s77H1gIWG736012858
To:<bob@b.com> Message-Id: <202408071701.s77H1gIWG736012858@kmail-rmail-pgvm10>
: CThic § i From: admin@microsoft.com
Subject: This is a normal email. Tos victingkakao, com
Subject: Action required: Your account will be suspended!

DATA .92.107.
admin@microsoft.com

Normal Email Content... Date: Wed, 07 Aug 2024 16:01:38 —0000
\r\n.\r\n
250 Message accepted for deliver (a) A spoofing email sent from Outlook to Kakao.com, impersonating
Quit admin@microsoft.com.
221 Bye
Q) =] =] o . . -
Y, § g\\\ ) Action required: Your account will be suspended! ©
{iol) N ~ fo]) . .
Sender’s Sending SMTP :E Receiving Receiver's ~ From[ admin<admin@openai.com> ] Add Contacts = Block Add to Favorites
MUA MTA MTA MUA To victim<victim@kakao.com> Add Contacts
Figure 5: An Example of SMTP Session.
Did you really receive an email from OpenAl? @ Ope nAI
& smuggled5 No. 5 Successful! Please report it to us! Received-SPF: pass (kakao.com: domain of admin@openai.com designates]
40.92.53.29 as permitted sender)
5 test5 Normal; Please Ignore eer-1P: 40.92.53. .
X-Hanmail-Env-From: admin@openai.com
X-Hanmail-Class: W
] test4 Normal; Please Ignore X-Kakaomail-MID: Cj39bgAACAAAAAGRKItVhQAL61Y=
X-Hermes-Message-Id: s77H1KGu8448908768
5 test3 Normal; Please Ignore Message-Id: <202408071701.s77H1KGu8448908768@kmail-rmail-pgvml4>
From: admin@openai.com
To: victim@kakao.com
& test2 Normal; Please Ignore Subject: Action required: Your account will be suspended!
Date: Wed, 07 Aug 2024 16:01:11 -0000
] smuggledl No. 1 Successful! Please report it to us!
5 testl Normal: Please Ignore (b) A spoofing email sent from Outlook to Kakao.com, impersonating
admin@openai.com.

Figure 6: Testing Emails in the Inbox from User Perspectives.
Action required: Your account will be suspended! ©

~ From [ admin<admin@github.com> ]Add Contacts = Block Add to Favorites

To victim<victim@kakao.com> Add Contacts

&8 SMTP Smuggling Detection System L@
Did you really receive an email from Github? O GitHub

Received-SPF: pass (kakao.com: domain of admin@github.com designates
40.92.52.23 as permitted sender)

—Hanma1i (-Peer-1P: 40.92.52.23

X-Hanmail-Env-From: admin@github.com

X-Hanmail-Class: W

Check if your email service is vulnerable?

Please input your email address here (e.g., test@example.com) X-Kakaomail-MID: Cj32IwAAQ+0AAAGRK/AI2QAL+xI=
X-Hermes-Message-Id: s77HNutuE1157393320
Message-Id: <202408071723.s77HNutuE1157393320@kmail-rmail-pgvmo6>

From: admin@github.com

To: victim@kakao.com

Subject: Action required: Your account will be suspended!
Date: Wed, 07 Aug 2024 16:23:52 -0000

(c) A spoofing email sent from Outlook to Kakao.com, impersonating
Figure 7: Online Service for Self-Diagnosis of SMTP Smug- admin@github.com.

gling Vulnerabilities.
Figure 8: Examples of Email Spoofing Attacks.
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ID |Ar A2 As Az As As A7 Ag Ay Aw A Az Az | WI” | Infrastructure | Country
Uy 3 3 3 3 3 3 3 3 3 3 3 3 3 3 - us
U, 7 7 7 7 7 7 7 7 7 7 7 7 7 4 Gmail us
Us 3 7 7 7 3 7 7 7 7 7 7 7 7 3 Proofpoint us
Uy 3 7v 7 7 3 7 7 17 7 7 7 7 7 3 Proofpoint us
Us 3 3 3 3 3 3 7 7 7 7 7 7 7 3 - us
Us 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook us
U, 3 3 7 7 3 7 7 7 7 7 7 7 7 3 - us
Us 3 7v ¢v 1v 3 717 17 717 17 7 7 7 7 S Proofpoint uUsS
Ug 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook us
Uqo 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook us
u, |3 7 7 7 3 7 7 7 7 7 7 7 7 3 Proofpoint uUS
Up (3 7 T 7 3 7 17 7 7 7 7 7 7 S Proofpoint us
Uiz 3 7 7 7 3 7 7 7 7 7 7 7 7 3 Proofpoint us
U1a 7 7 7 4 7 7 4 7 7 7 7 7 7 4 Gmail us
Uss 3 3 3 3 3 3 7 7 7 7 7 7 7 3 Cisco uUs
Uss 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook (O]
U7 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook usS
Uig 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook us
U1g 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook us
Uoo 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook usS
Uy 3 7 7 7 3 7 17 17 7 7 7 7 7 3 Proofpoint us
U2 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook us
Uas 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook us
Usg 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook usS
Uos 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook us
Uy 3 7v 7 7 3 7 7 17 7 7 7 7 7 3 Sendmail us
Uo7 3 7 7 7 3 7 7 7 7 7 7 7 7 3 - uUsS
Uog 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Gmail us
Uy 3 7 7 7 3 7 7 7 7 7 7 7 7 3 Proofpoint us
Uz 7 7 7 4 7 7 4 7 7 7 7 7 7 4 Outlook us
U3z 3 7 7 7 3 7 7 7 7 7 7 7 7 3 - us
Uz 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Gmail us
U |3 7 7 7 3 7 7 7 7 7 7 7 7 3 Proofpoint uUS
Uy |3 3 3 3 3 3 7 7 7 7 7 7 7 3 - us
Uss 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook us
Usg 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Gmail us
Us7 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook us
Usg 3 3 7 7 3 7 7 7 7 7 7 7 7 3 Postfix us
Usg 3 7 7 7 3 7 7 7 7 7 7 7 7 3 AppRiver us
Uso 3 7 7 7 3 7 7 7 7 7 7 7 7 3 Proofpoint us
U1 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Mimecast UK
Uso 3 7 7 3 7 3 7 7 7 7 7 7 7 3 - DE
Uss 7 7 7 7 7 7 7 7 7 7 7 7 7 7 - DE
Uss 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Outlook CN
Uass 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Coremail CN
Uass 3 3 7 4 3 7 4 7 7 7 7 7 7 3 Postfix CN
Us7 7 7 7 7 7 7 7 7 7 7 7 7 7 7 Coremail CN
Usg 3 3 3 3 3 3 7 7 7 7 7 7 7 3 Cisco AU
Total \ 23 8 5 6 2 6 1 1 1 1 1 1 1 \ 23 \ 9 \ 5

*: Vul column indicates whether email services are vulnerable to SMTP smuggling attacks.
3: Vulnerable. 7: Not Vulnerable. - : Email providers can not be identified (e.g., self-hosted).

Table 10: Overall Results for Receiving MTAs of 48 University Email Services.
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Test ‘ Name ‘ Version ‘ Al A A3 Ay As Ag A Ag Ay Ay A Ap Az
Apache james | 2.3.2.1 7 T 7 17 71 7 1 71 7 7 7 7 7
C|tade| Iatest+ ww P 7 7 ww 7 ww ww ww ww ww ww ww
Exim 4.97.0 3 P 7 7 3 7 7 7 7 7 7 7 7
Exim 4.97.1 7 7 7 7 7 7 7 7 7 7 7 7 7
Axigen 10.4.3 3 7 7 7 7 7 7 7 7 7 7 7 7
Axigen 10525 | 3* 7 7 7 7 7 7 7 7 7 7 7 7
Receiving Haraka 3.03 3 v 7 v 3 7 17 1T 7 7 7 7 7
MTA Test Sendmail 8.14.7 3 7 7 7 3 7 7 7 7 7 7 7 7
Sendmail 8.15.2 3 7 7 7 3 7 7 7 7 7 7 7 7
Sendmail 8.17.2 3 7 7 7 3 7 7 7 7 7 7 7 7
Sendmail 8.18.1 T 7 7 71 1T 1 17 1 7 7 7 7 7
Opensmtpd 6.8.0 T p 7 7T 7T 7 P P P P P P P
Postfix 3.5.8 3 3 7 7 3 7 7 7 7 7 7 7 7
Postfix 3.9.0 N 7 "t 7 7 7 7 7 7 7 7
Apachejames | 2321 | m m m m m m 3 3 3 3 &) ) )
Cltad9| |ateSt+ w P m m L] m - L] L] LA LR ] "w "
Exim 4.97.0 P m m m 3 3 3 3 3 3 3
Exim 497.1 P P m m P m 3 P P P 3 P 3
Axigen 10.4.3 g 3 383 3 38 838 3§ 3 33 3 & & &
Axigen 10521 3 3 3 3 3 3 3 3 3 3 3 3 3
Sending Haraka 3.0.3 3 3 3 3 3 3 3 3 S 8 S
MTA Test Sendmail 8.14.7 P 3 3 3 3 3 3 3 3 3 3
Sendmail 8.15.2 P 3 3 8 3 3 33 3 8 8 8
Sendmail 8.17.2 P 3 3 3 3 3 3 3 3 3 3
Sendmail 8.18.1 T 7 7 7 7 7 3 7 7 7 7 7 7
Opensmtpd 6.8.0 7 P 3 3 7 3 P P P P P P P
Postfix 3.5.8 3 3 3 3 3 3 3 3 3 3
Postfix 3.9.0 | P P " P 3 3 3 P P 3 P

3: Vulnerable. For sending MTA tests, it means email services send out the original email data with the payload we inserted without filtering.
: Vulnerable. Email servers will send multiple emails after processing.

* 1 Axigen will only show the smuggled email and drop the first email. Haraka will only send the smuggled email out.

7: Rejected. 7: Not Vulnerable. m: Dot Stuffing. P: String Filtering. " ": Truncated.

+ : We tested the Citadel software in July 2024.

Table 11: Overall Results for Multi-version Open-source Email Software.
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